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Abstract—Fixed-point processors are utilized in an enormous variety of applications, often for tasks that require the evaluation of
mathematical functions. We present an automated method for mapping functions to such processors via polynomials that explicitly
targets the native word length of the processor, thereby significantly reducing the execution time relative to commonly used
floating-point emulation approaches based on traditional mathematical libraries. The methods presented here also contrast with
hand-tuned processor-specific code, which has the potential to deliver efficient implementations but at the cost of significant design
time. We describe an automated design flow utilizing multiword arithmetic to provide overflow protection and precision accurate to one
unit in the last place (ulp). Analytical approaches are used to minimize the number of fixed-width operands required for each operation
and to ensure that precision requirements are met. This allows automated generation of processor-optimized code and
characterization of a design space representing a rich range of trade-offs among precision, latency, and memory cost.

Index Terms—Computer arithmetic, elementary function approximation, minimax approximation and algorithms, processors, real-time
and embedded systems, simulated annealing, spline and piecewise polynomial approximation.
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1 INTRODUCTION

EMBEDDED applications including image processing, audio
processing, and many other sensor networking tasks

often impose severe constraints on platform cost, power,
memory resources, and architectural flexibility. Systems
designed for such environments often cannot include
dedicated hardware floating-point units (FPUs) [1] and
typically perform computations using fixed-point proces-
sors with natural word lengths of 8, 16, or 32 bits. Function
evaluation, which is a common task in these environments,
is typically accomplished using either direct table lookup or
through C compilers for fixed-point processors that support
the standard mathematical library through floating-point
emulation [2].

Both of these approaches have significant drawbacks.
Direct table lookup, while simple, imposes high memory
cost and quickly becomes infeasible as the precision
requirements increase. Floating-point emulation delivers
very high precision, as it utilizes mathematical libraries that
were originally designed to provide 64-bit IEEE double-
precision floating-point accuracy [3]. However, evaluating
functions with floating-point emulation is extremely slow
on fixed-point processors, especially for those whose
natural word lengths are small. For instance, the floating-
point evaluation of lnðxÞ takes an average of 5,500 clock
cycles on an Atmel ATmega128 8-bit microcontroller unit
(MCU) and an average of 2,500 cycles on a TI TMS320C64x

16-bit fixed-point digital signal processor (DSP). In addi-
tion, 32-bit or 64-bit floating-point accuracy is rarely
required in embedded applications, which means that
valuable cycles and memory are wasted for computing
unnecessarily high-precision results.

In this paper, we present an approach that directly
exploits the native word length of the processor and utilizes
the minimum amount of resources to deliver the required
precision, thus avoiding the memory and computational
inefficiencies of the traditional methods. A key element of the
work is a focus on automated analytical determination of
the correct number of bits for each signal in the data path of
the software program, which is one of the main challenges in
fixed-point arithmetic. Insufficient bit widths can lead to
overflows and error requirement violations, while excessive
bit widths result in unnecessarily costly execution times. The
idea of customizing signal bit widths of software programs is
initially somewhat counterintuitive since the physical data
path of a processor is fixed. However, one can employ
multiword arithmetic (also known as extended precision
arithmetic) [4], where operations larger than the natural
processor word length can be emulated in multiple processor
cycles. As larger operations will require larger number of
cycles to complete, it is beneficial to allocate the minimal bit
widths for the signals involved in each operation.

While the importance of such optimization has of course
been recognized throughout the history of computing, as
precision requirements and program complexities have
increased, traditional solutions based on manual evaluation
of different bit-width combinations and exhaustive simula-
tion on a set of bit-width combinations are becoming
impractical due to the increasing size of the search space [5].
For example, in a design involving a 24-bit input operand,
the simulation size required to exhaustively examine the
numerical accuracy for a given set of signal bit widths is
224 � 106 samples. By contrast, for a 48-bit operand, one
requires a simulation size of over 248 � 1014 samples per
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bit-width combination. Clearly, the search size increases
exponentially with the number of bits in the input operand.
The work presented here, however, automates the bit-width
determination process. This enables quick exploration of
speed/area trade-offs across different functions, approx-
imation methods, precisions, and target platforms.

We split the fixed-point bit-width optimization problem
into two parts: range analysis and precision analysis. Range
analysis involves analyzing the dynamic range of a signal
and computing the minimal number of integer bits that
avoid overflow. Precision analysis involves allocating the
minimal number of fractional bits that lead to the desired
precision requirement at the output signal. Both forms of
analysis are discussed in detail with examples in this paper.
The methods presented here target function evaluations
using polynomials, which offer a rich range of design trade-
offs involving memory, computational approaches, and
precision. The ability to trade-off these parameters is of
prime importance, since different embedded applications
will impose different constraints on execution time,
memory cost, and power consumption.

Precision is quantified using the unit in the last place
(ulp), a commonly used precision metric. The ulp of a fixed-
point number with eight fractional bits is 2�8. With
“faithful” rounding, results are rounded to either the
nearest or next nearest fraction expressible using the
available bits and are thus accurate to within 1 ulp. Since
exact rounding (1/2 ulp accuracy) is difficult to achieve due
to the table maker’s dilemma [6], we utilize faithful
rounding in this work and therefore guarantee a worst-
case error bound of less than or equal to 1 ulp.

The rest of this paper is organized as follows: Section 2
discusses background material and related work on function
evaluation. Section 3 provides an overview of the function
evaluation design flow. Section 4 describes polynomial-
based function evaluation on fixed-point processors.
Sections 5 and 6 discuss the range and precision analysis
methods for determining the minimal number of integer and
fractional bit widths to each signal. Section 7 explains how
fixed-point operations are mapped into integer operations.
Section 8 discusses implementation-specific details on fixed-
point processors. Experimental results on Atmel ATmega128
and TI TMS320C64x fixed-point processors are given in
Section 9, and conclusions are given in Section 10.

2 BACKGROUND

Function evaluation methods include iterative methods and
noniterative methods [7]. In this work, we focus on
noniterative methods utilizing polynomial approximations,
including those based on splines (piecewise polynomials).
These provide a flexible set of trade-offs among precision,
table size, and computation through adjustments to poly-
nomial degree, segmentation intervals, and other parameters.

Function evaluation has been widely studied in the
literature, especially for processors containing dedicated
FPUs (e.g., [3] and [8]). However, little attention has
been directed toward targeting fixed-point processors.
Cheung et al. [9] present an automated framework for
designing function evaluation code on the embedded IBM
PowerPC 405 32-bit fixed-point processor. However,

multiword arithmetic is not used and due to the fixed 32-bit
data-path implementation, the error at the output cannot be
controlled, preventing adherence to the faithful rounding
criterion. Bandera et al. [10] describe efficient evaluation of
polynomials on modern processors by exploiting their Very
Long Instruction Word (VLIW) architectures and Single
Instruction Multiple Data (SIMD) instructions. Though the
optimization of polynomial evaluation alone is addressed, its
application to function evaluation is not discussed. Iordache
and Tang [11] describe Intel’s elementary function evaluation
library for the XScale 32-bit fixed-point processor. The library
uses integer operations internally and is optimized for
producing IEEE single and double precision results. It is
noted that multiword arithmetic is used where accuracy is
critical, but the details are not discussed in this paper.

Thron [12] presents an overview of evaluating functions
on fixed-point processors with parallel execution units. TI
[13] describes their fixed-point mathematical library for the
TMS320C24x series DSP processors. Routines for most
elementary functions are provided, which are approximated
via Taylor series and linear interpolation. Testa [14] de-
scribes a floating-point mathematical library for Microchip’s
PIC16Cxxx and PIC17Cxxx MCUs. Function evaluation
routines are provided for 24-bit and 32-bit floating-point
formats, which are approximated via minimax polynomials.
While the above references collectively contain a significant
amount of information regarding function evaluation, none
of them perform bit-width analysis of the arithmetic
operations, with the result that precision at the output
cannot be guaranteed. Moreover, they target a certain fixed
precision, e.g., 32-bit floating-point, which does not provide
the designer the freedom to trade-off precision and other
implementation parameters such as execution time and code
size. In contrast, we combine accurate bit-width analysis
with multiword arithmetic, leading to guaranteed error
bound at the output. In addition, we explore various
precisions and approximation methods to quantify a wide
range of design trade-offs.

Like function evaluation, bit-width optimization methods
have been extensively described in the literature, as well as
incorporated in a wide range of commercial design products.
The overwhelming majority of the methods (for example,
[15], [16], and [17]) used are based on experimental
observation of the errors through simulations and other
means. Some recent contributions have described analytical
optimization techniques. For example, Doi et al. [18] present
a method for minimizing fractional bit widths via error
propagation models and nonlinear programming. During
the nonlinear optimization process, the total number of
fractional bits is used as a measure of the hardware area.

By contrast, in the work here, we use an analytical
approach able to guarantee a worst-case error bound
without the need to perform simulations and use precise
processor addition and multiplication latencies as a cost
measure for optimization. The bit-width optimization we
employ is based on the MiniBit technique described in [19].
The approach in [19] addressed optimization of hardware
designs on hardware platforms such as ASICs and FPGAs
that support custom hardware designs and thus allow
substantial flexibility when performing precision analysis
and optimization.
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More generally, while there is a wealth of literature on
fixed-point-based function evaluation and on precision-
optimized implementations, the publications in these areas
traditionally focus directly on hardware mapping to FPGAs
or ASICs. There have been a smaller number of papers on
software-based fixed-point function evaluation, but they
typically target a certain fixed precision (e.g., 32 bits in [11]).
In this paper, we introduce techniques specifically aimed at
hardware devices such as DSPs and other embedded
processors that are programmed through software. The
methods we present explicitly consider both the constraints
of the software interface and the underlying attributes of the
target device, thereby enabling a designer to have the
flexibility to trade off precision and other implementation
parameters such as the execution time and code size despite
the presence of a software layer between the designer and the
actual device.

3 DESIGN FLOW

Fig. 1 shows the design flow of the function evaluation code
generation methodology. The flow is fully automated and
has been implemented using Matlab. First, the user specifies
the function to be approximated (which can be any arbitrary
function of one variable), the input interval, desired output
precision, and the function approximation method (poly-
nomial approximation or spline approximation). The
“Generate Coefficient Table” step computes the polynomial
coefficient table based on these parameters. Based on the
choice of approximation method, one of two algorithms is
utilized. Algorithm 1 is used when polynomial approxima-
tion is chosen and computes the minimal polynomial degree
required and the associated coefficients. The polynomial

degree is incremented until the approximation error �1 is
within the required error Req �1 over the interval of
interest. If spline approximation is chosen, Algorithm 2 is
used to determine the minimal number of segments
required and the coefficient table. The number of segments
(indicated by 2Bx0 in the algorithm figures) is progressively
increased by powers of two until the approximation errors
of all segments are within the required error. In both
Algorithm 1 and Algorithm 2, the “minimax” function
returns the polynomial coefficients and the approximation
error for a given function, interval, and polynomial degree.

Algorithm 1 Polynomial Approximation
1: // Parameters: Function, Interval, Req �1
2: �1 … Req �1 þ 1
3: Degree … 0
4: while �1 > Req �1 do
5: Degree … Degree þ 1
6: ‰Coeffs; �1� … minimaxðFunction; Interval; DegreeÞ
7: end while

Algorithm 2 Spline Approximation
1: // Parameters: Function, Interval, Req �1, Degree
2: �1 … Req �1 þ 1
3: IntervalSize … Interval‰1� � Interval‰0�
4: Bx0 … �1
5: while �1 > Req �1 do
6: Bx0 … Bx0 þ 1
7: SegSize … IntervalSize=2Bx0

8: for i … 0 to 2Bx0 � 1 do
9: Seg‰0� … Interval‰0� þ SegSize � i
10: Seg‰1� … Seg‰0� þ SegSize
11: ‰Coeffs; �1� … minimaxðFunction; Seg; DegreeÞ
12: if �1 > Req �1, then
13: break
14: end if
15: end for
16: end while

Generally, the lower the required approximation error
Req �1, the higher degrees are required for polynomial
approximations and the more segments are required for
spline approximations. To illustrate this for a specific
example, Table 1 shows the required polynomial degrees
and number of segments at various error requirements
Req �1 for approximating lnðxÞ over x … ‰1; 2Þ using poly-
nomial approximations and degree-2 spline approximations.

In order to minimize execution time, it is important to
minimize the number of words used for each multiword
arithmetic operation, while simultaneously meeting the
user-specified output error criterion. The “Range Analysis”
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Fig. 1. Design flow of the proposed function evaluation code generation.

TABLE 1
Required Polynomial Degrees and Number of Segments at

Various Error Requirements Req �1 for Approximating
lnðxÞ over x … ‰1; 2Þ Using Polynomial Approximations

and Degree-2 Spline Approximations
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step in Fig. 1 inspects the range of each signal and computes
the minimal integer bit widths that avoid overflow. Next,
“Precision Analysis” is performed, which computes the
fractional bits required to each signal that ensure the output
precision requirement is met. Once the signal bit widths are
found, a C code fragment for computing the function is
generated. An inherent speed/size trade-off exists with
spline approximations: low-degree splines lead to shorter
latencies but exhibit larger memory requirements (i.e., more
segments), while high-degree splines impose longer laten-
cies but require less memory space.

4 FUNCTION EVALUATION

The evaluation of a function y … fðxÞ, where the input
argument x is over the range ‰a; b�, typically consists of the
following three steps [7], [20]: 1) range reduction, which
reduces the input interval ‰a; b� to a more convenient smaller
interval ‰a0; b0�, 2) function approximation on the range-
reduced interval, and 3) range reconstruction, which
expands the result back to the original range. Mathematical
identities can be exploited for the range reduction and range
construction steps. For instance, for the evaluation of the
natural logarithm lnðxÞ, the following identity can be used:

ln Mx � 2Ex
� �

… lnðMxÞ þ Ex � lnð2Þ; ð1Þ

where Mx is the mantissa over the range [1, 2), and Ex is
the exponent of x. Hence, lnðxÞ needs to be approximated
over x … ‰1; 2Þ only. By applying other mathematical
identities, the approximation interval for functions such
as sinðxÞ, 2x,

���
x

p
, and 1=x can be reduced to x … ‰0; �=2Þ,

x … ‰0; 1Þ, x … ‰0:25; 1Þ, and [1, 2), respectively.

Range reduction and reconstruction are well-established
methods. We focus on the approximation process itself,
which occurs on the range-reduced interval. The function
on the range-reduced interval can be approximated using a
single high-degree polynomial, or splines in which the
input is split into several segments and a lower degree
polynomial is used within each segment. Without loss of
generality, we use uniform segmentation for the splines and
Horner’s rule for the polynomial evaluation [21]. Horner’s
rule evaluates polynomials in the following form:

y … ðCdx þ Cd�1Þx þ . . .ð Þx þ C0; ð2Þ

where x is the input, d is the degree, and C0::d are the
polynomial coefficients.The coefficientsare computed via the
minimax method, which minimizes the worst-case error [7].

Fig. 2 depicts a general structure for evaluating degree-d
polynomials and splines via Horner’s rule using uniformly
spaced segments. The structure requires a total of d þ 1
table lookups, d multiplications, and d additions. The input
interval is split into 2Bx0 equally sized segments. The Bx0

leftmost bits of the argument x serve as the index into the
table, which holds the polynomial coefficients for that
particular segment. The Bx1 rightmost bits are then used
for the actual polynomial arithmetic. Note that for
polynomial approximations, there will be a single segment,
hence Bx0 … 0 and Bx1 … Bx. Generally, the approximation
interval of range-reduced elementary functions are rela-
tively linear, hence uniform segmentation is often suffi-
cient. Although we limit consideration to splines with
uniform segments in this work, the methodology can also
be applied to splines using nonuniform segments such as
the hierarchical segmentation method [22], which are better
suited for nonlinear compound functions.

In a processor implementation, the arithmetic operations
of the polynomial will be evaluated in a sequential manner.
Fig. 3 illustrates a simple model of a typical processor. First,
the instruction and the operands involved are fetched.
Depending on the instruction type, the operands are then
fed to the arithmetic logic unit (ALU) or the multiplier, after
which the result is shifted by a desired number of bits. The
final result is then written back to the register file. A
processor will have to perform many iterations of this basic
loop for evaluating a polynomial.

There are three main sources of errors when evaluating
functions in digital arithmetic: 1) the inherent error �1 due
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Fig. 2. Structure for evaluating degree-d polynomials with Horner’s rule
using uniformly spaced spline segments. x is the input, C0::d are the
polynomial coefficients, D0::d�2�2 are the internal data path signals, and y
is the output.

Fig. 3. A simple processor model. Some processors may not have a
dedicated hardware multiplier and shifter, and some may have multiple
ALUs, multipliers, and shifters.
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to approximating the function with polynomials assuming
infinite precision, 2) the quantization error �Q due to finite
precision effects incurred when evaluating the polyno-
mials, and 3) the error of the final output rounding step,
which can cause a maximum error of 1/2 ulp. In the worst
case, �1 and �Q will contribute additively, so to achieve
faithful rounding, their sum must be less than 1/2 ulp.
Allocation of this maximum error among �1 and �Q
involves its own trade-offs. Allowing �1 to be large will
typically reduce the polynomial degree required (in the
case of polynomials) and/or the required number of
segments (in the case of splines). However, requiring small
�Q leads to larger internal signal bit widths and operator
sizes. In this work, we allocate a maximum of 0.3 ulp for �1
(i.e., Req �1 … 0:3 ulp in Algorithms 1 and 2) and the rest
for �Q, which is found to provide good balance between the
two error sources. The rationale for this particular choice of
Req �1 is discussed further in Section 6.2.

Typically in systems with a dedicated FPU, the data path
is constant throughout the computation chain (usually in
32/64/80-bit floating point). In systems where a small
fixed-point processor is present, multiword arithmetic is
often exploited, which uses multiple words to execute
operations larger than the natural processor word length
[4]. To minimize execution time, given an output precision
requirement, it is desirable to minimize the number of
words involved in the internal arithmetic.

Fig. 4 shows an example of how 2n-bit by 2n-bit (i.e.,
2-word by 2-word) multiplication can be accomplished on an
n-bit processor. Assuming that the processor supports an
“add with carry” instruction (which most processors do),
four multiplications and six additions are required in total.
More generally, an L-word by M-word addition requires
maxðL; MÞ additions, while an L-word by M-word multi-
plication requires L � M multiplications and 2 � ðL � M�1Þ
additions.

5 RANGE ANALYSIS

The aim of range analysis is to inspect the dynamic range of
each signal and to compute the required number of integer
bits. We assume two’s complement representation is used
for all signals. The bit width of a signal x is denoted by Bx,
while its integer bit width (IB) and fractional bit width
(FB) are denoted by IBx and FBx, respectively, i.e.,
Bx … IBx þ FBx. In two’s complement fixed point, the IB
of a signal x is given by

IBx … log2ðXÞd e þ 1; ð3Þ

where X…maxðjxminj; jxmaxjÞ. In rare cases when X is a power
of two, IBx needs to be incremented by an additional bit.

For example, consider the evaluation of y … lnðxÞ
accurate to 9 bits, where x … ‰1; 2Þ. Since y … ‰0; 0:69315�
and we are using two’s complement representation, we
need IB … 1 and FB … 8 at the output. Table 2 shows the
polynomial coefficients C0::3 and their IBs required for this
approximation, rounded to five fractional figures for read-
ability. These coefficients result in �1 … 4:36706 � 10�4 …
0:11180 ulp (where the ulp is 2�8). Note that IB can be
negative as shown for C3 and C0 in Table 2. For the case of
C3, IB … �2 means that the first three fractional bits of C3
are zero at all times. Fig. 5 shows the approximation error
plots of degree-3 Taylor series, Chebyshev approximation,
and minimax approximation. The minimax approximation
inhibits equal error oscillation behavior, resulting in
minimal absolute error.

We evaluate the degree-3 polynomial via Horner’s rule
using the arithmetic flow shown in Fig. 6. Since the input
interval x … ‰1; 2Þ contains a leading one, we compute
lnð1 þ xÞ, where x … ‰0; 1Þ internally. Quantization is per-
formed by means of round-to-nearest or truncation for all
internal signals. Shifts are needed after each operation to
perform truncation and for binary point alignment. Note
that for the round-to-nearest operations, shifting is already
implied.

The range analysis method involves examining the local
minima, local maxima, and the minimum and maximum
input values at each signal. The local minima and local
maxima are found by computing the roots of the derivative
at the signal. Table 3 shows the ranges and the IBs of the
signals found using the proposed range analysis method.
To compute the range of D1 for example, the expression is

D1 … ðC3 � x1 þ C2Þ � x1 þ C1: ð4Þ

Computing the derivative, we get

D0
1 … 2 � C3 � x1 þ C2: ð5Þ
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Fig. 4. Performing 2n-bit by 2n-bit multiplication on an n-bit processor.

TABLE 2
Minimax Polynomial Coefficients for Approximating
lnðxÞ over x … ‰1; 2Þ Using Degree-3 Polynomials

Fig. 5. Error plot of different degree-3 approximations to lnðxÞ over
x … ‰1; 2Þ. The legends show the maximum absolute error of each
approximation.
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Equation (5) is in the form of a line, and of course, any line
not parallel to the x1 axis will have a root where it intersects
the x1 axis. However, for the particular values of C2 and C3
in this example, there is no such intersection over the range
of x1 … ‰0; 1Þ, and thus the equation does not contain any
roots in this interval. Hence, the range is a function of the
minimum and maximum input values of (4). Knowing that
minðx1Þ … 0, maxðx1Þ … 1, and using the coefficient values
in Table 2, we obtain the range D1 … ‰0:69320; 0:98362�.

The proposed range analysis methodology only works
for designs with differentiable signals, which is the case for
elementary function evaluation. For more general designs
where signals cannot be differentiated, one could apply
other methods such as affine arithmetic [23], which,
however, tend to give conservative range estimates.

The range analysis methodology can be extended to
cover approximations involving splines. When using
splines, the polynomial arithmetic circuit is shared among
different sets of coefficients. Range analysis is performed for
each segment and the IBs are computed. Since overflow
needs to be avoided for every segment, we select the largest
IB for each signal.

6 PRECISION ANALYSIS

The goal of precision analysis is to determine the minimal
number of fractional bit widths ðFBsÞ of all signals while
meeting the user-specified accuracy constraint at the output.
Quantization of signals is usually performed using trunca-
tion or round-to-nearest, which result in maximum errors of
2�FB (1 ulp) and 2�FB�1 (1/2 ulp), respectively. To achieve
faithful rounding, round-to-nearest needs to be performed at
the output signal at all times. However, for the internal
signals, the user is free to choose either rounding strategy.
Although round-to-nearest result in smaller errors, hence
potentially smaller operator sizes, it requires an extra
addition. Hence, we opt for truncation for the internal signals.

6.1 Error Models of Arithmetic Operators
Let ~x be the quantized version and �x be the error due to
quantization of a signal x. Thus,

~x … x þ �~x: ð6Þ

For addition/subtraction operations z … x � y, the error �~z

at the output z is given by

~z … ~x � ~y … x � y þ �~x þ �~y þ 2�FB~z

) �~z … �~x þ �~y þ 2�FB~z ;
ð7Þ

where 2�FB~z is the quantization error at ~z. For multi-
plication, we get

~z … ~x~y

… xy þ x�~y þ y�~x þ �~x�~y þ 2�FB~z

) �~z … x�~y þ y�~x þ �~x�~y þ 2�FB~z :

ð8Þ

It is clear that �~z is at its maximum when x and y are at their
maximum absolute values. The expressions in (7) and (8)
form the basis for the proposed precision analysis on
polynomial structures. Since the remainder of the discus-
sion that follows concerns quantized signals, we shall omit
the tilde ð�Þ over the signal notation for readability. Also,
we make the assumption that the original input x has no
quantization errors.

6.2 Precision Analysis for Polynomials
In multiword arithmetic, the bit width of a signal x must be
a multiple of the natural processor word length n, i.e.,

Bx … IBx þ FBx … i � n; ð9Þ

where i 2 ZZþ.
Consider the degree-3 polynomial example in Section 5.

Assuming that the coefficients are rounded to the nearest
and the input x1 is over [0, 1) with no errors, using (7) and
(8), we get the following error expressions for the internal
signals and the output:

�D4 … 2�FBC3 �1 þ 2�FBD4 ; ð10Þ

�D3 … �D4 þ 2�FBC2 �1 þ 2�FBD3 ; ð11Þ

�D2 … �D3 þ 2�FBD2 ; ð12Þ

�D1 … �D2 þ 2�FBC1 �1 þ 2�FBD1 ; ð13Þ

�D0 … �D1 þ 2�FBD0 ; ð14Þ

�y … �D0 þ 2�FBC0 �1 þ 2�FBy�1 þ �1: ð15Þ
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TABLE 3
Signal Ranges and Integer Bit Widths ðIBsÞ

for the Degree-3 Polynomial Example

Fig. 6. Evaluating degree-3 polynomials with Horner’s rule:
y … ððC3 � x1 þ C2Þ � x1 þ C1Þ � x1 þ C0. The rounding of the coeffi-
cients is performed at compile time.
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Note that the inherent approximation error �1 has been
added to �y. Substituting (10), (11), (12), (13), and (14) into
(15), we get

�y …
X3

i…0
2�FBCi �1 þ

X4

i…0
2�FBDi þ 2�FBy�1 þ �1: ð16Þ

In order to achieve 1 ulp accuracy at y, the following
condition must be met:

�y � 2�FBy : ð17Þ

Substituting (16) into (17) and knowing that FBy … 8, we
obtain the following inequality:

2�8 	
X3

i…0
2�FBCi þ

X4

i…0
21�FBDi þ 2 � �1: ð18Þ

Equation (18) is an optimization problem, where the goal is to
find the minimal FBs that minimize a certain cost function
while satisfying the inequality. A suboptimal but simple
solution is to use uniform fractional bit widths ðUFBÞ, where
the same number of FBs are allocated for all signals. Noting
that �1 … 4:36706 � 10�4 from Section 5, (18) gives

2�8 	 22�UFB þ 21�UFB þ 23�UFB

þ 2 � 4:36706 � 10�4

) UFB … 13 bits:
ð19Þ

As noted in Section 4, the maximum error allocated for
�1 determines the operator complexities and the amount of
memory required. In order to explore these effects, it is
helpful to examine how the choice of �1 impacts the
number of segments and associated fractional bit-width
requirements. As noted previously, the final output round-
ing step in a computation can introduce an error bounded
at 0.5 ulp. Thus, the total contribution from the two other
error sources (the inherent error �1 due to approximating
the function with polynomials assuming infinite precision
and the quantization error �Q due to finite precision effects
incurred when evaluating the polynomials) must be no
more than 0.5 ulp to ensure that the combination of all
errors does not exceed 1 ulp. The valid choices for �1
therefore range from 0, meaning �Q could be as high as
0.5 ulp, to 0.5, meaning �Q would need to be zero. This is
shown in Fig. 7 over a range of �1 from 0 to 0.5 ulp for a
12-bit degree-2 spline approximation to lnðxÞ. In the
limiting case of �1 near zero, the splines must lie exactly
on the function, which would require an infinite number of
segments. At the other extreme, allowing �1 to approach
0.5 means that infinite precision would be needed so that
the quantization inherent in binary representations would
not introduce any additional error. Thus, there is a trade-
off between the number of segments (which directly
correlates to memory requirements) and bit widths (which
directly correlates to computational logic). Other functions,
precisions, and degrees also lead to figures similar in
character to Fig. 7. We have chosen �1 … 0:3 for the
examples in this paper because, as Fig. 7 shows, this leads
to a reasonable balance between memory requirements and
logic complexity. Clearly, other values of �1 … 0:3 could be
used in application environments with a different desired

balance between memory and logic. While the example in
Fig. 7 considers bit widths under the UFB condition in
which the same number of fractional bits are used for all
signals, similar results occur if nonuniform fractional bit
widths are used.

Instead of using UFBs, one can do better by using
nonuniform fractional bit widths (NFBs), where the FBs of
the signals can be different. Such optimization problems can
be addressed in a number of different ways. We address this
using adaptive simulated annealing (ASA) [24], which
allows for faster convergence times than traditional simu-
lated annealing. Inequalities such as (18) are supplied as the
constraint function and the latency costs of multiword
arithmetic (discussed at the end of Section 4) are supplied as
the cost function to ASA. ASA is known to identify solutions
based on local but not necessarily global minima. However,
studies in [25] indicate that the designs optimized via ASA
result within 1 percent of the designs optimized via integer
linear programming (ILP), which is globally optimal but
which requires substantially longer execution times. Bit-
width determination of a degree-2 spline approximation
takes several hours in ILP (using the ILOG CPLEX tool [26]),
whereas the same task is completed in a matter of seconds in
ASA. When exploration of a large design space exploration
is of interest as described in Section 9, the time savings
enabled by use of ASA is significant.

As noted in (9), the operand sizes must be a multiple of
the natural processor word length, which will be an
additional constraint placed to the ASA optimization. For
a signal x, which has IBx integer bits, the following
constraint is applied to FBx

FBx … n � IBx þ i � n; ð20Þ

where i 2 ZZ
 and n is the natural word length of the
processor. For instance, the signal D1 is found to require
IBD1 … 1 in Section 5 (Table 3). Therefore, FBD1 can be 7,
15, 23, and so forth, on an 8-bit processor.

The precision analysis can be applied to spline approx-
imation in an analogous manner. Since each segment will
have different �1, the segment with the largest �1 will
impose the most stringent constraints on the FBs [see (18)].
Hence, precision analysis is performed on the segment with
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Fig. 7. Uniform fractional bit-width ðUFBÞ variation with �1 over [0, 0.49]
for 12-bit degree-2 spline approximation to lnðxÞ.
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the largest �1. The FBs determined on this segment will
ensure accuracies for all other segments.

7 FIXED POINT TO INTEGER MAPPING

Internally, fixed-point processors strictly perform integer
operations. Although fixed-point libraries for C language
are available, they generally do not provide support for
negative IBs. This is problematic, given the potential
resource savings that can be exploited in the leading zeros
in the FBs, which, as Tables 2 and 3 demonstrate, can occur
commonly. This can be addressed by performing integer
arithmetic with an implicit binary point.

We use the notation fIBx; FBxg to represent the number
format of a signal x. For the multiplication x � y, the
resulting signal will be fIBx þ IBy; FBx þ FByg. For the
addition x þ y, we first need to ensure that the binary points
of the operands are aligned, i.e., FBx … FBy. The resulting
signal will be fmaxðIBx; IByÞ þ 1; maxðFBx; FByÞg. Note
that maxðIBx; IByÞ þ 1 is the worst-case for the integer part;
in most cases, it will be maxðIBx; IByÞ. When applying the
precision analysis method described in Section 6 to a given
circuit, the chances of the addition operands having the
same FB are low. The binary point alignment requirement
of addition forces the addition operands to share the same
FB, imposing an extra constraint on the optimization
problem in Section 6. Consider the addition of two numbers
x þ y, where x … f3; 5g and y … f0; 8g. Since FBx < FBy, we
set FBx … FBy … 8, resulting in Bx … 11. However, the bit
width of a signal needs to be a multiple of the natural
processor word length, which is eight in the current
example. Hence, five extra bits are added to IBx. The
resulting number format is x … f8; 8g.

As noted in Fig. 6, shifts are performed after each
operation to perform truncation and binary point alignment.
Fig. 8 illustrates how the shifts are computed after each
operation. For instance, for the expression z … x � y, the FBs
of x, y, and z are known a priori from the precision analysis
phase. The intermediate result z0 will contain the full
precision containing FBx þ FBy fractional bits. To adjust
the number of fractional bits according to what is needed for
z, z0 is simply shifted to the right by FBz0 � FBz bits.

As an example, consider an 8-bit processor containing an
ALU that can perform additions in a single clock cycle, and
a hardware multiplier that can perform multiplications in
two clock cycles. Table 4 presents (under the heading “8-bit
Constrained”) the bit widths found by ASA for the degree-3
polynomial evaluation when mapped to such an 8-bit

processor. The 9-bit y is stored in the lower parts of a 16-bit
signal. It is assumed that the input x shares the same bit
width as the output y. In addition, the cost function used to
generate the bit widths in the table assumes there are no
degradations due to processor- and compiler-specific issues
such as cache misses and nonoptimally scheduled register
reads/writes. Some of the IBs in Table 4 are different to the
ones in Table 3 due to the binary point alignment constraint
of addition operands discussed above. The data in Table 4
under the heading “C Constrained” bit widths will be
discussed in Section 8.

8 IMPLEMENTATION

For validation, the methods described above have been used
to target two commonly used embedded processors: Atmel
ATmega128 8-bit MCU [27] and a TI TMS320C64x 16-bit
fixed-point DSP [28]. For the ATmega128 MCU and the
TMS320C64x DSP, Atmel AVR Studio 4.12 [29] and TI Code
Composer Studio 3.1 [30] are used for compilation and cycle-
accurate simulation, respectively. The tool that performs the
flow in Fig. 1 generates portable C code that conforms to the
ANSI C standard. Hence, the resulting C code can be used on
any target platform that supports the ANSI C standard,
including the Atmel and TI processors above. The C code is
compiled with the default optimization setting -O0, because
the tools cannot perform cycle-accurate simulation with
higher optimization settings.

The Atmega128 MCU family contains a single ALU and a
hardware multiplier. Most instructions execute in a single
clock cycle, except for multiplication that takes two clock
cycles. It has 4 Kbytes of RAM and a maximum clock speed of
16 MHz. The TMS320C64x DSP family uses a VLIW
architecture with eight functional units: six ALUs and two
hardware multipliers. Each multiplier can perform two 16-bit
by 16-bit or four 8-bit by 8-bit multiplications per clock cycle.
Similarly, each ALU can perform multiple additions/
subtractions per cycle. In addition, the functional units can
perform various single cycle shifting operations. The device
family has 32 Kbytes of level 1 cache, up to 2,048 Kbytes of
level 2 cache, and reaches a maximum clock speed of 1 GHz.
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Fig. 8. Computing the number of shifts required for multiplication and
addition.

TABLE 4
Signal Bit Widths Found by ASA for
the Degree-3 Polynomial Example

The shifts required for the internal signals are shown in the last column
of each set.
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The discussions in Sections 5 and 6 utilize operands that
can be any multiple of the natural processor word length.
However, the standard C language only supports 8-, 16-, 32-,
and 64-bit data types. While this is a large enough range of
multiples to be sufficient for most applications, for truly a
completely generalized approach involving no constraints
on word-length multiple, appropriate dedicated assembly
routines would be necessary. Since the bit widths of the
standard data types such as “int” or “long int” can differ
depending on the target platform, we use the “inttypes.h”
standard C header, which contains fixed size integer type
definitions. We use the following data types: “int8_t,”
“int16_t,” “int32_t,” and “int64_t,” which correspond to
two’s complement 8-, 16-, 32-, and 64-bit integers.

In standard C, a 16-bit by 16-bit multiplication returns the
least significant 16 bits of the full 32-bit result. This property
is undesirable since access to the full 32 bits is required. An
inefficient way to get the required result would be to pad the
two operands with 16 leading zeros and perform a 32-bit by
32-bit multiplication. However, there is a more efficient
syntax convention to address this problem [31]. The
following C expression is used for extracting the full 32-bit
result z via a 16-bit by 16-bit multiplication x � y:

int32 tz … ðint32 tÞðint16 tÞx 
 ðint32 tÞðint16 tÞy:

This coding methodology is more efficient than the zero
padding approach, and it works on the Atmel and TI
processors.

Fig. 9 shows the C code generated for the 9-bit degree-3
polynomial example. This code incorporates the “C con-
strained” bit widths in Table 4. The local variables such as
the polynomial coefficients are declared as static variables,
which ensure that they are read from the code space.
Depending on the target platform, code such as that
illustrated in Fig. 9 can sometimes require multiword

arithmetic as discussed earlier in association with Fig. 4.
For example, on an ATmega128 8-bit processor, the 16-bit
by 16-bit multiplication described by the statement

d2 … ðint16 tÞ ðint32 tÞðint16 tÞxðð

 ðint32 tÞðint16 tÞd3Þ >> 9Þ

would be implemented as shown in Fig. 4. Fig. 10 shows
the C code generated for a 16-bit degree-3 spline
approximation to lnðxÞ. We observe that it follows the
polynomial evaluation flow depicted in Fig. 2. Figs. 11
and 12 show the error plots in ulp for all possible input
values corresponding to the two C code fragments in
Figs. 9 and 10, respectively. The black curve indicates the
inherent error �1, while the gray curve indicates the total
error when the finite precision effects are included. It is
clear that all output errors are indeed less than 1 ulp.
Furthermore, over 90 percent of the outputs are exactly
rounded (accurate to within 1/2 ulp) in both cases. It is
interesting to observe that the error with finite precision
effects follows the trend of �1 in a noisy manner.

9 EXPERIMENTAL RESULTS

The results presented in this section use nonuniform
fractional bit width ðNFBÞ, except in Figs. 19 and 20 where
uniform fractional bit width ðUFBÞ is compared against
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Fig. 9. C code generated for 9-bit approximation to lnðxÞ using a degree-3
polynomial. The constant “r” is half a ulp and is added to the final result for
round-to-nearest operation.

Fig. 10. C code generated for 16-bit approximation to lnðxÞ using
degree-3 splines. The constant “r” is half a ulp and is added to the final
result for round-to-nearest operation.
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NFB. “Precision” refers to the number of fractional bits
ðFBsÞ at the output.

Fig. 13 illustrates the variation in coefficient table size
with precision for different approximation methods to lnðxÞ.
As expected, polynomial approximation shows substan-
tially less variation than spline approximations and has
little variation with precision. Rapid table size growth is
observed with spline approximations, due to the increasing
number of segments needed with higher precision. The area
requirements of low-degree splines are considerably higher
than high-degree splines.

Figs. 14 and 15 show latency comparisons in terms of
clock cycles of different approximation methods on the
ATmega128 and the TMS320C64x for lnðxÞ. Considering the

ATmega128 results in Fig. 14, the latency penalty of
polynomial approximation increases rapidly with increas-
ing precision. This is due to 1) the growing polynomial
degree requirement and 2) the growing number of words
involved in multiword arithmetic. Although the degree is
fixed for spline approximations, latency still rises with
precision. This is because the complexity of the multiword
arithmetic increases with precision and affects higher
degree splines more due to their deeper computation
chains. Fig. 15 shows that the increase in latency with
precision for polynomial approximation also occurs with
the TMS320C64x, though it is significantly less severe than
with the ATmega128 due to the wider natural word length
(16-bit opposed to 8-bit) and the presence of eight functional
units capable of working in parallel. Another consequence
of these architectural features is that little performance loss
occurs for spline approximations with increasing precision.

Figs. 16 and 17 show code size comparisons of different
approximation methods on the ATmega128 and the
TMS320C64x for lnðxÞ. On both platforms, the code size for
degree-1 splines increases exponentially with target preci-
sion. Moreover, beyond about 18 bits, degree-1 splines result
in larger code size than any other approximation method.
This is due to the rapidly increasing numbers of segments for
degree-1 splines in these precision regions, leading to large
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Fig. 11. Error plot in ulp for 9-bit degree-3 polynomial approximation
C code in Fig. 9. The black curve indicates the inherent error �1,
while the gray curve indicates the error with finite precision effects.

Fig. 12. Error plot in ulp for 16-bit degree-3 splines approximation C code
in Fig. 10. The black curve indicates the inherent error �1, while the gray
curve indicates the error with finite precision effects.

Fig. 13. Coefficient table size variations of different approximations
to lnðxÞ.

Fig. 14. Latency comparisons of different methods on the ATmega128
for lnðxÞ.

Fig. 15. Latency comparisons of different methods on the TMS320C64x
for lnðxÞ.
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