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Abstract 
Computing, as we know, has changed.  The term computing 
has expanded to include not just a single machine but 
rather a system of smaller machines or nodes, networking 
with each other.  Instead of obtaining data from user 
inputs, these nodes gather information such as 
temperature, sound, light or other physical properties from 
their surrounding.  By using these nodes to gather such 
data, need for human resources are drastically cut back. 
The major problem with these sensor nodes are insufficient 
memory size, storage capacity and power consumption 
while operating.  This paper acts as a step towards solving 
these problems by suggesting a Remote Storage system 
which uses a bigger node, like StarGate, as a base station. 

 
1. INTRODUCTION 
 

Sensor network architecture has the characteristics of 
sensing, signal processing, decision capability and wireless 
networking in a compact, low power system [1].  Relatively 
minute dimension of these nodes enables them to do 
remote, distributed sensing. Sensing nodes can be 
distributed in cities for collecting traffic data or emergency 
information. On battlefields, nodes can collect information 
about terrain detail and enemy movements. In nuclear 
power plants, nodes can collect information at places where 
humans would be unsafe. Applications for sensor network 
are limitless and the scale of the network will grow to a 
nationwide scale in the future. 
   
While current sensors such at the Mica2 Mote are smaller 
than a match box, it might not be far off until we begin to 
see sensors the size of a button. With its minute dimensions 
come undersized hardware and the need for individual 
power source.  Mica2 mote, for example, has merely 4KB 
of RAM on board and only couple of AA battery as source 
of power. The mote does have onboard secondary storages 
in the form of two FLASH memories of 128KB and 512 
KB respectively, and a 4KB data EEPROM. But, as the 
size and scope of applications grows, they will require 
more memory and storage space. In this case, the mote 
needs to utilize its storage options flexibly and efficiently 
to prevent loss of data and functionality. This led to a two-
tier system with the development of bigger nodes, like the 

StarGates, with larger memory, storage and computational 
power. They were designed to act like a central server for a 
cluster of motes, while the motes did the routine sensing 
tasks. The power consumption was not a major concern for 
these nodes as they were supposed to be less in number as 
compared to the motes, and had bigger batteries, giving 
them a longer lifetime. 
 
This two-tier architecture can be efficiently utilized to solve 
the memory and storage problem for the motes. The paper 
concentrates on using the StarGate as a central server for a 
cluster of motes. One can imagine building a kind of 
remote file system, using which, the motes can store their 
data on the StarGate, and even use it to exchange data 
amongst other motes. A simpler way to do this could be 
point-to-point (or multi-hop) wireless transmissions 
sending out huge chunks of data. The main disadvantage to 
this is the excessive power consumption by the radio, 
which may result in early node failures. A remote file 
system will definitely be more energy efficient here as the 
motes can send out the data to the base station and have 
other motes retrieve it as and when required. This idea 
mainly derives from the current networked file systems 
which enable sharing of data (or, resources). To enable this, 
we need a basic Remote Storage component which 
provides a reliable and efficient means of communication, 
between the mote and the StarGate, over the wireless radio 
channel. 
 
Then, to address the memory issue, we can use the external 
flash as a level one cache and the above mentioned Remote 
Storage component as the main memory. This can be 
compared to a normal micro-processor cache sub-system, 
as even the results given in the section 4 illustrate. Thus, a 
remote storage system is a must for both the options 
mentioned above. But, there are various challenges to 
developing such a system. First, we need the 
communication protocol to be reliable because of the 
uncertain nature of the wireless channel. And then, the 
system running on the motes should itself be memory 
efficient because of limited RAM. Hence, this paper 
concentrates on building such a reliable and memory 
efficient Remote Storage component, with an aim to build a 
memory-cache system as described above (future work). 
But, it is not difficult to see that this component can also be 



easily extended to develop a remote file system. In fact, a 
small prototype of such a system, with limited file system 
functionalities, has already been developed by the authors. 
  
The report is organized in the following fashion. Section 2 
describes the work related to various flash file systems on 
the mote. Then, section 3 describes the Remote Storage 
system in detail, and section 4 gives the performance 
evaluation of the system and compares latency and energy 
consumption for the system with that for the flash memory 
(AT45DB on Mica2 mote). It also discusses the effect of 
the improvements in the flash and radio technologies on the 
above figures. Finally, section 5 gives the conclusions and 
the future work.  

 
2. RELATED WORK 
 

People have identified the need to have a reliable and 
efficient file system on the motes to enable better use of the 
existing resources. The “Matchbox” [2] and the “ELF” [3] 
file systems in TinyOS are some of the efforts in this 
direction. They both use the external flash on the motes for 
data storage and provide an extensive set of file system 
functionalities while taking care of memory usage.   
The Matchbox file system is a flat filing system that 
supports only sequential read and writes, and provides very 
basic reliability mechanism. It has a CRC check to verify 
the integrity of the data in the flash. The ELF file system, 
which came after the matchbox, offers pretty good 
reliability and wear leveling techniques for the flash file 
system. It also provides an optional best effort recovery for 
certain files in case of failure. But though it gives 
performance analysis in terms of write and read 
throughputs, it ignores another major limitation on the 
motes – energy consumption. It doesn’t include an analysis 
of energy consumed by it. Then, though it does have a 
remote component to access data on another mote running 
the same file system, it’s currently supports only UART 
communication. So, the Remote Storage component 
described here can be easily modified to provide reliable 
communication over the radio, as required by Matchbox. 
 

3. REMOTE STORAGE 
 

The remote storage component provides a reliable and 
efficient way to exchange data between the mote and the 
StarGate. It mainly supports two requests – write(), for 
storing data on the StarGate, and read(), for retrieving the 
data back from it. Data is stored on the stargate in the form 
of files whose name is defined by “moteID_filenumber”, 
where, moteID is the ID of the mote which owns the file, 
and “filenumber” is the file number (or name) assigned by 

the mote to that file. Currently, the file number occupies 2 
bytes, but can be easily extended to occupy more bytes 
without imposing much overhead over the page 
transmission times (as explained later). Both the read and 
write operations are byte addressable, which is to say that 
the user needs to provide the 2 byte address offset and the 
number of bytes to be read or written, besides the file 
number for each request. For a cache system, it provides an 
interface similar to one for the main memory. And, for a 
remote file system, a wrapper can be easily built on top of it 
to maintain sequential file read and write semantics while 
providing the other typical file system operations.  
 

Now, the maximum payload that can be sent over the radio 
on a mote, using TinyOS, is 29 bytes. So, larger sized data 
needs to broken into a number of packets before being sent 
over the radio. This results in an overhead for each packet, 
which is explained in section 5.1. A write request breaks up 
the data into pages of 256 bytes each so as to maintain 
consistency with the flash which operates at the page level. 
Each page is further split into smaller packets as required. 
Section 5.2 describes the protocol for storing a page on the 
StarGate. Finally, section 5.3 explains the read operation. 
 

3.1 Packet Format 
 

As mentioned above, data needs to be broken into smaller 
packets before being sent out over the radio. So, an 
overhead of 4 bytes per packet is imposed by our 
algorithm, and one more byte overhead is imposed by the 
transmission of the packet over the UART of the mote, 
directly attached to the StarGate. Thus, the actual data 
payload for our algorithm becomes 24 bytes per packet. As 
a result, our page of 256 bytes is split into 11 packets to be 
sent over the radio. Figure 13 describes the general packet 
format.  The “request” field holds a unique ID for a 
particular request from the mote. It is used to distinguish 
between various requests from that same mote, thus 
avoiding the need to transmit the file number in every 
packet. The “more” bit is set to 1 to tell the receiver that it 
can expect more packets, else its 0. The packet sequence 
number (pkt_seq_no) gives the serial number of the packet 
for a particular request defined by requestID. The final 3 
bits in the overhead specify the type of message, which can 
be DATA, PULL, REQUEST, ACK, DONE or 
DONE_ACK. All these types are explained later in the 
sections below, along with the differences in their packet 
formats. 
 

 
Figure 13: Packet Format 



 

3.2 Storing a page 
 
The protocol for storing a page is given in figure 14 in the 
form of a timeline. As seen, it makes use of “pull” based 
mechanism to transfer packets to the StarGate. The mote 
keeps a counter (currentRequestID) to keep track of the 
“requests for service” sent to the StarGate. This counter is 
updated for each request to store a page, or retrieve a file. 
The packet format for the “store” requests is the same as 
the general format, except for the fact that the file number 
(2 bytes) and the address offset (2 bytes) is appended to the 
data to be sent. It should be noted that the responses sent 
from the StarGate are actually being sent by the mote 
directly attached to it (called moteSG from now on) i.e. the 
moteSG first responds to the packets received from the 
sender mote, and then transfers the packet to the StarGate 
over the UART. Thus, the protocol implicitly assumes 
reliable data transfer (no packet loss due to congestion) 
over the UART. This assumption can be easily removed by 
designing the system software appropriately. 
 
The protocol insures reliable transfer of data over the 
wireless channel through the use of two-way handshakes 
and timeouts. The PULL request for nth packet serves as an 
acknowledgement for the n-1th packet, and the delivery of 
nth packet serves as an acknowledgement for the 
corresponding PULL packet. This PULL mechanism 
ensures that minimum state is maintained on the mote, 
which is already very low on memory. In case, either of the 
StarGate or the mote doesn’t get the expected packet in the 
timeout interval (currently set to 200ms, but can be 
changed easily by modifying the variable timer_interval 
appropriately), it sends out the previous packet again. So, in 
some cases, it may be possible that duplicate packets are 
sent out. For these cases, it has been ensured that they are 
appropriately handled and finally dropped at the receiving 
end. 
 
The code on the sender mote has been implemented in 
TinyOS, and its structure is as follows. The module 
RemoteStorageM (RS) implements the write and read 
functions, which the application can call. It has a send 
queue which can hold 2 page buffers (by default, but can be 
changed easily at compilation) at a time, waiting to be sent 
to the StarGate. When the application calls the write() 
function, it passes the buffer to the RS module, and it 
should not modify it until it gets a writeDone() event 
(otherwise, the result may not be as desired by the user). 
The RS module keeps on filling the send queue till the 
buffer is exhausted. And, the writeDone() event is signaled 
as soon as there is space available in the send queue. Here, 
the limitation is that only one write to a file can be in 

progress at a time. The function write() returns FAIL if a 
file write is already in progress. The SenderM module 
handles all the communication with the StarGate using 
appropriate radio and timer modules in TinyOS.  
 

 
Figure 14: Stor ing Procedure 

 
 

3.3 Retr ieving a page 
 
The read() function has been implemented in the RS 
module, and it requires the application to specify the buffer 
to be filled, start position for read, and the number of bytes 
to be read, besides the file number, and id of the mote 
which owns the file. The mote can send its own id if it 
wants to retrieve its own file, or, if it “somehow” knows the 
id of another mote and the file owned by it, it can even 
request that. This decision was motivated by the idea to 
allow sharing of data amongst a group of motes. Then, once 
a read() has been issued by the application, it keeps on 
trying to retrieve data until it succeeds. The operation starts 
with a REQUEST packet with the following format. The 
data field of the packet contains the id of the owner mote, 
file number, address offset, and the number of bytes to be 
read.  
 
The StarGate responds with corresponding packets in a 
sequential order, interleaved with corresponding 
acknowledgements from the mote requesting those. If the 
StarGate is unable to read the all the specified bytes (due to 
the fact that it has already reached the end of file), it just 
returns the data it was able to read, and the number of bytes 



read. The figure 15 shows this part of the algorithm in 
action. 
 

 
Figure 15: Retr ieving Procedure 

 

Here, it has a limitation that the data can be only read in chunks of 
384 bytes or less. This restriction is imposed by the 4 bit packet 
number in the packet header (24 * 24 = 384). If required, this can 
be removed with the simple interchange of request field with the 
packet number field, but since the motes currently have very less 
RAM, it may not have much utility. 

 
4.  Per formance Evaluation 
 

4.1 Latency 
 

A set of experiments were conducted to measure the latency of 
our system. It was found, as expected, that the time for sending 
data to the StarGate depended mainly on the number of packets 
actually sent out over the radio. So, the graph shown in figure 16 
gives the approximate time taken, to store N number of packets, as 
observed from the sender mote. The time for each N is 
approximated by measuring the time taken to store (N-1) *   24 +  
12 bytes. This is a valid approximation as it was found that there 
was not much variation in the times obtained for storing (N-1) *  
24 + 1 bytes and N *  24 bytes. Similar experiments were also 
conducted for the latency for read operation, and the figure 16 
shows the corresponding results.  
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Figure 16: Store and Read Latencies Vs No. of packets 

 

An interesting observation was made while taking similar 
measurements for the write operation with a previous version of 
the system. The previous version differed from the current one in 
the fact that while a write operation was in progress, the moteSG 
just relayed all the messages it received over the radio, to the 
StarGate, without sending any response back to the sender mote, 
unless the StarGate sent a response over the UART. So, in other 
words, the moteSG just passively relayed messages, to and from 
the StarGate, in the older version. The readings obtained in that 
case for a smaller set of points, were higher than those obtained 
for the current version as shown in figure 17. This strongly 
suggested that the scheduling delays in Linux were significant 
(UART delays being very small). It was ensured that these 
measurements do not include the time to write to flash on the 
StarGate, and thus correctly reflect the scheduling delays in Linux 
which are pretty huge for a real-time requirement. Hence, a light-
weight OS with real-time capabilities will be more suitable for 
this kind of application.  
 

n 
(bytes) 

Store time - 
old(ms) 

Store time 
- new(ms) 

1 159.75  129.3 

64 455.00  407.4 

128 861.00  774.5 

192 1276.00  1188.7 

256 1648.00  1465.9 
 

Figure 17: Table comparing the old and new versions for  time 
taken to store n number  of bytes 

 

These figures for write and read latencies were then compared 
with that for AT45DB flash on the mica2 mote as shown in the 
figures 18 and 19.  
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Figure 18: Compar ing the time taken to wr ite n bytes on 

external flash and remote storage system 

 

4.2 Energy Consumption 
 

Energy consumption for radio transmission was already 
profiled by Jason Gordon [how can we refer to a course 
project? Convert it to a tech report??]. By using the profile 
obtained from their experiments, the energy consumption 
for the Remote Storage system was calculated. Then, the 
energy consumed while reading  
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Figure 19: Compar ing the time taken to read n bytes from 

external flash and remote storage system 

 

and writing n bytes to the AT45DB flash was measured, 
and compared with the corresponding numbers for the 
remote storage system as shown in figures 20 and 21. The 
final equation for the system is given 
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Figure 20: Compar ing energy consumption for wr iting n bytes 

to external flash and remote storage  

 
Energy Consumption for read operation
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Figure 20: Compar ing energy consumption for reading n 

bytes from external flash and remote storage 

4.3 Projected Improvements 
 

In the beginning of the project, we predicted that the profile 
of the Remote Storage would lie somewhere in the same 
magnitude with external or internal flash.  After obtaining 
the complete profiles for each storage options, this is 
clearly not the case.  Energy consumption for storing to 
StarGate costs nearly seventy times as much as external 
flash. It even took approximately one hundred times as 
much for latency.  Clearly speaking, remote storing is at a 
big disadvantage no matter how you look at it.  So we ask 
ourselves, is Remote Storage really worth it?  Perhaps there 
might be a way to make Remote Storage a more viable 
option.  Since for short range radios, power consumption is 
dominated by electronics, so if we used a radio that was N 
times faster than the CC1000 radio in the Mica2 motes, we 
can predict that the energy and the latency will go down by 
a similar factor.  For example MicaZ motes currently use a 
radio that is 10X faster than that of Mica2.  Following two 
graphs provide an idea of what the energy consumption 
would look like if we had adopted Remote Storage using a 
10X or even 100X faster radio.  
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Figure 20: 10X and 100X radio, N Bytes vs. Energy 

 

As expected, a radio that’s faster by a factor of 10 brings 
the Remote Storage system’s energy consumption and 
latency down to the same magnitude as the External Flash.  
What’s interesting to note here is when using a 100X faster 
radio, latency and energy consumption is actually 
comparable to that of External Flash.  Of course these 
values are more theoretical than real.  We are assuming that 
most of the most of the power is spent on the radio, and 
constant overheads associated with traveling up and down 
the radio stacks are neglected.    
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Figure 21: 10X and 100X radio, N Bytes vs. Energy 

 

5. CONCLUSION AND FUTURE WORK 
 
This project was aimed to be a small step towards 
achieving a full blown networked file system with sharing 
of resources. It analyzed and compared the current storage 
options on the mote with that of remote storage. This 

brought out the fact that the radio on the Mica2 mote is 
very inefficient, and hence a mote with a 10x, or a 100x 
faster radio would perform better on the short ranges that 
these motes operate in. And, only then would remote 
storage have more advantages than just extra capacity. This 
could then be further exploited to use the external flash and 
the remote storage as level 1 and level 2 caches 
respectively, thus enabling more memory intensive 
applications on the mote. The report then also described the 
remote storage protocol, and its integration into a very 
basic file system along with the external flash.  
 
As future work for this project, we would first like to look 
into the high delays incurred for the remote storage 
protocol, which as mentioned might be due to the 
scheduling delays in Linux on the base StarGate. Using a 
different, more efficient OS, would be looked into for this 
purpose. Then, we would like to extend the remote storage 
protocol to handle more than one mote, which is the basis 
of sharing resources amongst a cluster. Since, very well 
developed flash file systems like ELF and Matchbox have 
already been implemented, one could think of incorporating 
the remote module into them while retaining their 
reliability features. This will also remove the current 
limitation of one page per file limit. Finally, we would like 
to look into the reliability and crash recovery issues for 
remote storage. Looking into the issues faced by current 
file systems for computer networks and adapting the 
solutions for sensor networks will be the plan of action 
here. 
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