
From Amazon Web Services Neuron Science: 
 
Our team in AWS AI Research is looking for a couple of PhD FTE/interns passionate about advancing fundamental 
research in foundation models. Our algorithm team focuses on developing innovative solutions in the topic of 
Algorithm-System for LLMs (efficient model design, training, inference) LLM-for-System (LLMs and agents that write 
optimized kernels). These efforts require both a strong theoretical foundation and a practical understanding of topics 
such as foundation modeling, distributed optimization, model compression, and machine learning systems. We work 
closely with system researchers to ensure our algorithmic solutions are compatible with system and hardware 
constraints, training and testing end2end in accuracy and speed. At the same time, the algorithmic innovation we 
bring can contribute improving systems and future hardware feature to incorporate. 
Basic Qualifications 

●​ Hands-on experience with large language models (LLMs), including: 

○​ Model architecture, datasets, evaluation metrics, and pre-/post-training techniques 

○​ Distributed training techniques, such as parallelism, mixed-precision methods, optimizers, 
stochastic rounding, and IO-aware training 

○​ Compression and inference strategies, including pruning, quantization, and speculative 
decoding 

○​ Post-training of SFT and RL to enhance reasoning capability 

○​ Leveraging LLM to improve ML system and kernel programming  

●​ Eager to learn effective system kernel implementation if needed 

●​ Enrolled PhD student in Computer Science, Electrical Engineering, Mathematics, or a related field 

●​ First authored papers in top venues like NeurIPS, ICLR, ICML. 

Preferred Qualifications 

●​ Strong theoretical background, such as distributed optimization, compression, or RL  

●​ Strong hands-on experience on pre-training (e.g., low-precision training) or post-training (e.g., SFT, RLHF, 
GRPO) 

●​ Proven experience with foundation models, including LLMs, multi-modal models  

●​ Experience in establishing scaling laws for training and inference time-scaling 

●​ Knowledge of distributed systems and experience developing low-level, high-performant kernels  

Selected Publications 
This year, our team has published multiple papers that bridge the gap between theory and practice in LLM research. 
We also actively collaborate with system and hardware engineers across the AWS organization to deliver tutorials. 
Below is a list of recent publications: 
  

●​ [Under review] MuonBP: Faster Muon via Block-Periodic Orthogonalization Arxiv 

●​ [Under review] Scaling Laws Meet Model Architecture: Toward Inference-Efficient LLMs Arxiv 

●​ [Under review] TritonRL: Training LLMs to Think and Code Triton Without Cheating Arxiv 

●​ [Under review] Demystifying Transition Matching: When and Why It Can Beat Flow Matching Arxiv 

●​ [Under review] Not-a-Bandit: Provably No-Regret Drafter Selection in Speculative Decoding for LLMs 
Arxiv 

●​ [IJCAI 2025] Tutorial: Scaling LLM Training: Efficient Pre-training & Fine-tuning on AI Accelerators 

https://ucla.us7.list-manage.com/track/click?u=46b61a26bdc2aa482187cc1c5&id=a7922e89d5&e=0f003e8966
https://ucla.us7.list-manage.com/track/click?u=46b61a26bdc2aa482187cc1c5&id=3035ef9885&e=0f003e8966
https://ucla.us7.list-manage.com/track/click?u=46b61a26bdc2aa482187cc1c5&id=3bddb24909&e=0f003e8966
https://ucla.us7.list-manage.com/track/click?u=46b61a26bdc2aa482187cc1c5&id=0445a4d9b1&e=0f003e8966
https://ucla.us7.list-manage.com/track/click?u=46b61a26bdc2aa482187cc1c5&id=54135fb1fd&e=0f003e8966
https://ucla.us7.list-manage.com/track/click?u=46b61a26bdc2aa482187cc1c5&id=ef14c06338&e=0f003e8966


●​ [AISTATS 2025] Training LLMs with MXFP4 Paper 

●​ [AISTATS 2025] Stochastic Rounding for LLM Training: Theory and Practice Paper 

●​ [ICML 2025] ProxSparse – Regularized Learning of Semi-Structured Sparsity Masks for Pretrained LLMs 
Paper 

●​ [ICML 2025] RoSTE – An Efficient Quantization-Aware Supervised Fine-Tuning Approach Paper 

●​ [ICML 2025] WaveletToken – Enhancing Foundation Models for Time Series Forecasting via 
Wavelet-based Tokenization Paper 

●​ [ICML 2024] Collage: Light-Weight Low-Precision Strategy for LLM Training Paper 

●​ [ICML 2024] Variance-reduced Zeroth-Order Methods for Fine-Tuning Language Models Paper 

●​ [ICML 2024] MADA: Meta-Adaptive Optimizers through Hyper-gradient Descent Paper 

●​ [ICML 2024] EMC^2: Efficient MCMC Negative Sampling for Contrastive Learning with Global 
Convergence Paper 

●​ [NeurIPS 2024] Posterior Sampling with a Diffusion Prior for Online Learning Paper 

●​ [IEEE BigData 2024] HLAT: High-quality Large Language Model Pre-trained on AWS Trainium Paper 

●​ [KDD 2024] Survey: Inference Optimization of Foundation Models on AI Accelerators Paper 

●​ [KDD 2024] Tutorial: Inference Optimization of Foundation Models for AI Accelerators 

●​ [KDD 2023] Tutorial: Training Large-scale Foundation Models on Emerging AI Chips 

We also collaborate more system-oriented topics like publications below  

●​ [MLSys 2025] Marconi: Prefix Caching for the Era of Hybrid LLM Paper 

●​ [MLSys 2025] ScaleFusion: Scalable Inference of Spatial-Temporal Diffusion Transformers for 
High-Resolution Long Video Generation Paper 

●​ [MLSys 2025] FastTree: Optimizing Attention Kernel and Runtime for Tree-Structured LLM Inference 
Paper 

 
If you are excited to push the boundaries of foundation model research and make impactful contributions, we would 
love to hear from you! We also constantly hire full-time PhDs. Please send your CV to Youngsuk Park 
pyoungsu@amazon.com |  youngsuk@cs.stanford.edu (cc Kaan Ozkara kaanozka@amazon.com) with a short 
paragraph of your interest. 

https://ucla.us7.list-manage.com/track/click?u=46b61a26bdc2aa482187cc1c5&id=3709e946cc&e=0f003e8966
https://ucla.us7.list-manage.com/track/click?u=46b61a26bdc2aa482187cc1c5&id=130301346a&e=0f003e8966
https://ucla.us7.list-manage.com/track/click?u=46b61a26bdc2aa482187cc1c5&id=666310a6c9&e=0f003e8966
https://ucla.us7.list-manage.com/track/click?u=46b61a26bdc2aa482187cc1c5&id=a4c6087fe3&e=0f003e8966
https://ucla.us7.list-manage.com/track/click?u=46b61a26bdc2aa482187cc1c5&id=0a81f9a1b3&e=0f003e8966
https://ucla.us7.list-manage.com/track/click?u=46b61a26bdc2aa482187cc1c5&id=7217631894&e=0f003e8966
https://ucla.us7.list-manage.com/track/click?u=46b61a26bdc2aa482187cc1c5&id=d895b66db8&e=0f003e8966
https://ucla.us7.list-manage.com/track/click?u=46b61a26bdc2aa482187cc1c5&id=4dc9678de8&e=0f003e8966
https://ucla.us7.list-manage.com/track/click?u=46b61a26bdc2aa482187cc1c5&id=0f949bcbe0&e=0f003e8966
https://ucla.us7.list-manage.com/track/click?u=46b61a26bdc2aa482187cc1c5&id=809ca799b1&e=0f003e8966
https://ucla.us7.list-manage.com/track/click?u=46b61a26bdc2aa482187cc1c5&id=1bd3900130&e=0f003e8966
https://ucla.us7.list-manage.com/track/click?u=46b61a26bdc2aa482187cc1c5&id=e62027f769&e=0f003e8966
https://ucla.us7.list-manage.com/track/click?u=46b61a26bdc2aa482187cc1c5&id=3ede4aad7f&e=0f003e8966
https://ucla.us7.list-manage.com/track/click?u=46b61a26bdc2aa482187cc1c5&id=449694790d&e=0f003e8966
https://ucla.us7.list-manage.com/track/click?u=46b61a26bdc2aa482187cc1c5&id=d71403897e&e=0f003e8966
https://ucla.us7.list-manage.com/track/click?u=46b61a26bdc2aa482187cc1c5&id=86d92f8424&e=0f003e8966
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